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Scientific landscape & culture gaps

4

adaptive control

reinforcement learning

dynamic 
programming
in unknown 
environments

approx/neuro/adaptive
dynamic programmig

in vivo: meant to 
work in the wild

in silico: trained 
on a simulator

culture: deploy (with scarce resources) seeking
closed-loop robust stability & pen/paper proofs

culture: offline training (with many resources) 
seeking optimality &  algorithmic certificates 

📣

📣



Data-driven pipelines

• direct (model-free) approach:
data-informativity, behaviors, …

ID

• episodic (offline) algorithms:
collect data batch → design policy 

• adaptive (online) algorithms:
measure → update policy → act → gold standard: adaptive + optimal 

+ robust + cheap + tractable …& direct

• indirect (model-based) approach:
data → model + uncertainty → control

well-documented trade-offs 
• goal: optimality vs robust stability 
• practicality: modular vs end-to-end
• complexity: data, compute, theory
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• LQR: the cornerstone & benchmark 
of both optimal + adaptive control & 
tractable + interpretable RL method

• research gaps: no direct + adaptive LQR & 
no/few closed-loop certificates of RL methods

Focus on interpretable basics

minimize
!

𝔼" lim
#→%

&
#
∑'()# 𝑥'#𝑄𝑥' + 𝑢'#𝑅𝑢'

s. t. 𝑥*= 𝐴𝑥 + 𝐵𝑢 + 𝑤

𝑢 = 𝐾 𝑥
𝑥𝑢

𝑥* = 𝐴𝑥 + 𝐵𝑢 + 𝑤

𝑢 = 𝐾𝑥

𝑤
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𝐾* = ⋯

[ETH collaboration with CRL & LAS  labs]

when & why RL works?



Today: revisit old problems with new perspectives 
② representation of
trajectory subspace 
by linear models or 
sample covariance 

① adaptation of control
following policy gradient

𝐾*= 𝐾 − 𝜂 ∇𝐽+,- 𝐾

7
[plot: Watanabe & Zheng]

③ regularization
of cost promoting  
prior, robustness,  
or exploration  
𝐽./0 𝐾 ± 𝜆 variance

<latexit sha1_base64="Jw5d2rubdUlKsIWzpa9OkR9UmwA="></latexit>yk
<latexit sha1_base64="MAgSjp8DIGkwE1aqsSWvX+IzEZU="></latexit>uk

<latexit sha1_base64="L3KifoDHpeE+JgqNPROK8JIVWz8="></latexit>

yk+1 = ayk + buk

④ … & closed-loop stability certificates
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PROBLEM SETUP 
FOR ADAPTIVE LQR 

VIA POLICY GRADIENT
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Policy parameterization

min
!

𝔼" lim
#→%

&
#
∑'()# 𝑥'#𝑄𝑥' + 𝑢'#𝑅𝑢'

s. t. 𝑥*= 𝐴𝑥 + 𝐵𝑢 + 𝑤

𝑢 = 𝐾 𝑥

→ with controllability Gramian or 

state covariance Σ = lim
!→#

∑!"#
$ %!%!

$

!

min
&,(≻*

𝑇𝑟 𝑄Σ) + 𝑇𝑟(𝐾!𝑅𝐾Σ

s. t. Σ = 𝐼 + 𝐴 + 𝐵𝐾 Σ 𝐴 + 𝐵𝐾 !

→ algorithmics: solved via SDP or Riccati equation reformulation

𝑥𝑢
𝑥* = 𝐴𝑥 + 𝐵𝑢 + 𝑤

𝑢 = 𝐾𝑥

𝑤
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● collect data (𝑋), 𝑈), 𝑋&) with 𝑊) unknown  &  PE: rank 
𝑈)
𝑋)

= 𝑛 +𝑚

● indirect & certainty-
equivalence LQR
(all solved offline) 

11

least
squares 
SysID

certainty-
equivalent
LQR

Indirect & certainty-equivalence approach

min
!,!≻#

𝑇𝑟 𝑄Σ) + 𝑇𝑟(𝐾$𝑅𝐾Σ

s. t. Σ = 𝐼 + P𝐴 + Q𝐵𝐾 Σ P𝐴 + Q𝐵𝐾 #

Q𝐵, P𝐴 = argmin
2,3

𝑋& − 𝐵, 𝐴 𝑈)
𝑋) 4

<latexit sha1_base64="Kj66Ui4xb5LWB3yTPwz9RwqrQDM="></latexit>

}
<latexit sha1_base64="Kj66Ui4xb5LWB3yTPwz9RwqrQDM="></latexit>

}



● shortcomings of offline learning:
cannot improve online & adapt rapidly

● desired adaptive solution: online (non-episodic/batch) algorithm 
with closed-loop data & recursive/real-time implementation

12* disclaimer: a large part of the adaptive control community focuses on stability & not optimality

monotonicity principles of adaptive
control: acquire information & improve
performance over time by interaction

But this is offline!
plant

policy

data

estimate

online control offline learning



Adaptive LQR via policy gradient descent

𝑥* = 𝐴𝑥 + 𝐵𝑢 + 𝑤

𝐾* = 𝐾 − 𝜂 ∇𝐽 𝐾

𝑥𝑢

𝐾𝑥

plant

control policy

𝑤

policy gradient descent

Seems obvious but…

→ algorithms
• how to compute ∇𝐽 𝐾

cheaply & recursively ?
• direct or indirect ?
• convergence ?

→  closed loop
• stability ?
• robustness ?
• optimality ?

gradient of LQR cost
as a function of 𝐾

+

probing noise
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Preview: does it work on an autonomous bike ?
7

with gain matrix K = U0V , where ω > 0 is the regularization
coefficient. We refer to (27) as the regularized covariance
parameterization of the LQR problem.

To obtain an initial stabilizing policy for Algorithm 1, we
solve (27) with offline data (X0,t0 , U0,t0 , X1,t0).

E. Control gain update rate

Rapid changes in an adaptive control policy, Kt can po-
tentially induce oscillations and, in the worst case, render the
system unstable [41]. Moreover, the control policy at certain
time intervals may be significantly influenced by measurement
noise, meaning that updates could be driven more by noise
than by the actual system dynamics.

To address these potential issues, we propose updating
the DeePO control gain less frequently than the sampling
frequency. To regulate the update frequency, we introduce
the parameter ε, which determines the intervals at which the
controller in line 6 of Algorithm 1 is updated. For instance, if
ε = 1, the control gain is updated at every iteration, whereas
if ε = 100, the gain is updated every 100 iterations.

IV. SIMULATIONS AND EXPERIMENTS

In this section, we first provide details of the instrumented
bicycle used in the experiments. Next, we describe the sim-
ulation setup, followed by the results obtained from the
simulations. Finally, we present the details of the experiments
and the corresponding results.

A. Instrumented Bicycle

The bicycle we consider in experiments is a men’s model
of an electric bicycle, as shown in Fig. 4. The factory-
installed rear wheel motor and the battery mounted on the
main frame are used to drive the bicycle forward. The rear
wheel is controlled through a Phoenix Edge HV 60 AMP
Electronic Speed Controller (ESC), and the rear wheel velocity
is estimated using 12 evenly distributed magnets on the rear
wheel and a Hall sensor. A PI controller is manually tuned
to maintain an approximately constant forward velocity. An
Xsens MTi-7 GNSS/INS at the bottom bracket shell measures
the lean angle and rate.

Furthermore, a Dynamixel XH540-W270-T servo with a
cog belt is mounted on the bicycle’s main frame to control
the handlebar. The servo is controlled through a velocity
command, ut = ϑ̇t rad/s, using an integer between →167
and 167 with a resolution of approximately 0.024 rad/s per
unit. The control signal is saturated at ±4 rad/s. The control
algorithms are implemented, and the data is processed using
ROS2 Humble running on a Raspberry Pi 4b with Ubuntu
20.04. Finally, a radio controller (RC) lets the operator send
wireless commands to the RC receiver mounted on the bicycle.

B. Simulation setup

A CAD model of the instrumented bicycle was designed us-
ing SolidWorks. The CAD model is imported into MathWorks
Simscape and controlled through Simulink. The rear and front
wheels are connected to the mainframe through revolute joints,
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1 RC receiver 5 Bafang RM G040.250.DC
2 Raspberry Pi 4b 6 Xsens MTi-7
3 ESC 7 Batteries
4 Hall sensor 8 Dynamixel XH540-W270-T

Fig. 4. Instrumented bicycle used in the experiments.

where the rear joint is actuated and given a constant speed
corresponding to a forward velocity of 8 km/h. A third revolute
joint connects the steering axis to the bicycle’s mainframe
and is actuated through the control signal u(t) = ϑ̇(t). The
steering dynamics are modeled using an identified steering
step response matching procedure [6], from the control signal
u(t) to the steering rate ϑ̇(t) the resulting transfer function is:

H(s) =
100 + s

100
. (28)

The transfer function is placed in series with the bicycle model,
as shown in Fig. 5. The control signal is saturated at ±4
rad/s. The figure also highlights that the input signal, ut, is
composed of two parts. First, an inner loop control signal ui

t

from the FL controller with the parameters given in Table I,
and second, an outer control loop signal uo

t
which originates

from a persistently excited input uPE
t

= N (0,ϖPE) with
ϖPE = 0.2 rad/s when the switch is in position ϱ, and from
DeePO when the switch is in position ς. The lean angle, lean
rate, and steering angle measurements are induced with zero-
mean, normally distributed noise using ϖω = ϖε = 0.5 deg
and ϖω̇ = 0.5 deg/s. The forward velocity is set to a constant
value of 8 km/h.

The tracking error is used as the state vector, i.e., xe
t
= [φr

t
→

φt, φ̇r
t
→ φ̇t]→. The state variables and the persistently exciting

input signal are sampled at 100 Hz. The same execution rate
is used for DeePO and the FL controller, generating a new
control signal for the steering motor every 0.01 s.

An initial simulation is performed with the switch in Fig. 5
in position ϱ, and the bicycle tracks a lean angle reference
φr
t

= 0 and its derivative φ̇r
t

= 0 for 10 seconds. We
collect T = 200 samples of the acquired data to construct

autonomous bike

𝐾! = 𝐾 − 𝜂 ∇𝐽 𝐾

𝑢 = 𝐾𝑥

𝑤
+

feedback linearization

adaptive control via policy gradient

pre-stabilized plant
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with gain matrix K = U0V , where ω > 0 is the regularization
coefficient. We refer to (27) as the regularized covariance
parameterization of the LQR problem.

To obtain an initial stabilizing policy for Algorithm 1, we
solve (27) with offline data (X0,t0 , U0,t0 , X1,t0).

E. Control gain update rate

Rapid changes in an adaptive control policy, Kt can po-
tentially induce oscillations and, in the worst case, render the
system unstable [41]. Moreover, the control policy at certain
time intervals may be significantly influenced by measurement
noise, meaning that updates could be driven more by noise
than by the actual system dynamics.
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bicycle used in the experiments. Next, we describe the sim-
ulation setup, followed by the results obtained from the
simulations. Finally, we present the details of the experiments
and the corresponding results.
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The bicycle we consider in experiments is a men’s model
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algorithms are implemented, and the data is processed using
ROS2 Humble running on a Raspberry Pi 4b with Ubuntu
20.04. Finally, a radio controller (RC) lets the operator send
wireless commands to the RC receiver mounted on the bicycle.

B. Simulation setup
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Fig. 4. Instrumented bicycle used in the experiments.

where the rear joint is actuated and given a constant speed
corresponding to a forward velocity of 8 km/h. A third revolute
joint connects the steering axis to the bicycle’s mainframe
and is actuated through the control signal u(t) = ϑ̇(t). The
steering dynamics are modeled using an identified steering
step response matching procedure [6], from the control signal
u(t) to the steering rate ϑ̇(t) the resulting transfer function is:

H(s) =
100 + s

100
. (28)

The transfer function is placed in series with the bicycle model,
as shown in Fig. 5. The control signal is saturated at ±4
rad/s. The figure also highlights that the input signal, ut, is
composed of two parts. First, an inner loop control signal ui

t

from the FL controller with the parameters given in Table I,
and second, an outer control loop signal uo

t
which originates

from a persistently excited input uPE
t

= N (0,ϖPE) with
ϖPE = 0.2 rad/s when the switch is in position ϱ, and from
DeePO when the switch is in position ς. The lean angle, lean
rate, and steering angle measurements are induced with zero-
mean, normally distributed noise using ϖω = ϖε = 0.5 deg
and ϖω̇ = 0.5 deg/s. The forward velocity is set to a constant
value of 8 km/h.

The tracking error is used as the state vector, i.e., xe
t
= [φr

t
→

φt, φ̇r
t
→ φ̇t]→. The state variables and the persistently exciting

input signal are sampled at 100 Hz. The same execution rate
is used for DeePO and the FL controller, generating a new
control signal for the steering motor every 0.01 s.

An initial simulation is performed with the switch in Fig. 5
in position ϱ, and the bicycle tracks a lean angle reference
φr
t

= 0 and its derivative φ̇r
t

= 0 for 10 seconds. We
collect T = 200 samples of the acquired data to construct
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with gain matrix K = U0V , where ω > 0 is the regularization
coefficient. We refer to (27) as the regularized covariance
parameterization of the LQR problem.

To obtain an initial stabilizing policy for Algorithm 1, we
solve (27) with offline data (X0,t0 , U0,t0 , X1,t0).

E. Control gain update rate

Rapid changes in an adaptive control policy, Kt can po-
tentially induce oscillations and, in the worst case, render the
system unstable [41]. Moreover, the control policy at certain
time intervals may be significantly influenced by measurement
noise, meaning that updates could be driven more by noise
than by the actual system dynamics.
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the parameter ε, which determines the intervals at which the
controller in line 6 of Algorithm 1 is updated. For instance, if
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ulation setup, followed by the results obtained from the
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installed rear wheel motor and the battery mounted on the
main frame are used to drive the bicycle forward. The rear
wheel is controlled through a Phoenix Edge HV 60 AMP
Electronic Speed Controller (ESC), and the rear wheel velocity
is estimated using 12 evenly distributed magnets on the rear
wheel and a Hall sensor. A PI controller is manually tuned
to maintain an approximately constant forward velocity. An
Xsens MTi-7 GNSS/INS at the bottom bracket shell measures
the lean angle and rate.

Furthermore, a Dynamixel XH540-W270-T servo with a
cog belt is mounted on the bicycle’s main frame to control
the handlebar. The servo is controlled through a velocity
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and 167 with a resolution of approximately 0.024 rad/s per
unit. The control signal is saturated at ±4 rad/s. The control
algorithms are implemented, and the data is processed using
ROS2 Humble running on a Raspberry Pi 4b with Ubuntu
20.04. Finally, a radio controller (RC) lets the operator send
wireless commands to the RC receiver mounted on the bicycle.

B. Simulation setup
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where the rear joint is actuated and given a constant speed
corresponding to a forward velocity of 8 km/h. A third revolute
joint connects the steering axis to the bicycle’s mainframe
and is actuated through the control signal u(t) = ϑ̇(t). The
steering dynamics are modeled using an identified steering
step response matching procedure [6], from the control signal
u(t) to the steering rate ϑ̇(t) the resulting transfer function is:

H(s) =
100 + s

100
. (28)

The transfer function is placed in series with the bicycle model,
as shown in Fig. 5. The control signal is saturated at ±4
rad/s. The figure also highlights that the input signal, ut, is
composed of two parts. First, an inner loop control signal ui

t

from the FL controller with the parameters given in Table I,
and second, an outer control loop signal uo

t
which originates

from a persistently excited input uPE
t

= N (0,ϖPE) with
ϖPE = 0.2 rad/s when the switch is in position ϱ, and from
DeePO when the switch is in position ς. The lean angle, lean
rate, and steering angle measurements are induced with zero-
mean, normally distributed noise using ϖω = ϖε = 0.5 deg
and ϖω̇ = 0.5 deg/s. The forward velocity is set to a constant
value of 8 km/h.

The tracking error is used as the state vector, i.e., xe
t
= [φr

t
→

φt, φ̇r
t
→ φ̇t]→. The state variables and the persistently exciting

input signal are sampled at 100 Hz. The same execution rate
is used for DeePO and the FL controller, generating a new
control signal for the steering motor every 0.01 s.

An initial simulation is performed with the switch in Fig. 5
in position ϱ, and the bicycle tracks a lean angle reference
φr
t

= 0 and its derivative φ̇r
t

= 0 for 10 seconds. We
collect T = 200 samples of the acquired data to construct

Setup:  autonomous bicycle with coarse inner control (2d dynamics 
stabilized by feedback linearization) & outer adaptive policy gradient

+

probing noise
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LEARNING
PIPELINES 

FOR POLICY 
GRADIENT
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Algorithmic road map

data
sample covariancemodel identification

indirect direct

Hewer 
algorithm

Newton metric

policy 
gradient

vanilla regularization

robust
gradient

… … …

regularizationvanilla

Newton metric

natural 
gradient

Fisher 
metric

Fisher 
metric
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LQR optimization landscape

min
!,5≻)

𝑱 𝑲 = 𝑇𝑟 𝑄Σ) + 𝑇𝑟(𝐾#𝑅𝐾Σ

s. t. Σ = 𝐼 + 𝐴 + 𝐵𝐾 Σ 𝐴 + 𝐵𝐾 #

after eliminating
unique 𝚺 ≻ 𝟎,
denote the
objective as 𝑱 𝑲

• differentiable with  ∇𝐽 𝐾 = 2 𝑅 + 𝐵#𝑃 𝐵 𝐾 − 𝐵#𝑃𝐴 Σ

where 𝑃 = 𝑄 + 𝐾#𝑅𝐾 + 𝐴 + 𝐵𝐾 #𝑃 𝐴 + 𝐵𝐾
& Σ are closed-loop obs. + contr. Gramians

44 IEEE TR-4SSACI'IONS O S  AUTOMATIC  COSTROL, FOL. AC-15, NO. 1, FEBRUARY 1970 

On  the  Determination of the Optimal Constant 
Output Feedback Gains for Linear 

1Wultivariable Systems 

Abstract-The optimal  control of linear time-invariant systems 
with respect  to a quadratic  performance  criterion is discussed. The 
problem is posed  with the additional constraint  that  the control 
vector u(t) is a linear time-invariant  function of the  output vector 
y(t)  ( ~ ( t )  = -Fy(t)) rather  than of the state vector x ( t ) .  The 
performance  criterion is then averaged, and algebraic  necessary 
conditions for a minimizing F" are found. In addition, an algorithm 
for computing F* is presented. 

F 
I. INTRODUCTION 

REQUENTLY the designer of controls for linear 
systems  does  not ha.ve a  complete set of state variables 

directly  available for feedback  purposes.  Moreover, he  may 
wish to generate the control  variables  directly  by  taking 
linear combinations of the available  output  variables in- 
stead of first reconstructing the sta$e  via a Iialman filter 
Ll] or state  reconstructor [a ] .  If the original syst,em is 
time  invariant  and  the  linear  combinations  are also con- 
strained to be time  invariant,  the design  problem is to 
choose an appropriate  matrix of feedback gains. This paper 
develops  some new results in  the  theory of optimal  control 
which can be  used to choose these  time-invariant  output 
feedback gains. In a.n earlier paper [SI, the  authors 
developed similar results for the  time-varying problem. 

The first  step in the development of this design  procedure 
is the  formulation  and  then  the solution of a  mathematical 
optimization  problem. This optimization  problem  begins 
with a time-invariant  linear  system  whose state vector 
x ( t j  (an n  vector) , control  vector u ( t )  (an m vector) , and 
output  vector y ( t )  (an T vector)  are  related  by 

k( t )  = h ( t )  + Bu(t) (1) 

y ( t )  = Cx(t). (2) 

As a first tly at a reasonable  performance  measure, 
begin with  the  standard infinite time  quadratic perform- 
ance  criterion 

J = [ [x'(t)Qx(t) + u'( t )Ru(t)]  dt. (3) 

in part by PU'ASA Electronim Research Center under Grant, N G L  
Manuscript received June l G ,  1969. This research seas supported 

22009(124) and in Dart bv X'at,ional Science Foundat.ion under ~~ . ~. . ~. 
Grant GK-2645. 

W. S. Levine is with University of Maryland, College Park, >Id. 
M. -4thans is with Massachusetts Institute of Technology, 

Cambridge, Mass. ~. 

It is well known [4] that (1) and (3) form an optimiza- 
tion  problem for which the  optimal  control  can  be gener- 
ated  by u*(f) = -Gx( t ) .  The feedba.ck gain  matrix G 
can  be  evaluated  through  the  solution of a.n algebraic 
Riccati  equation. 

Suppose that one non- introduces the  constraint  that  the 
control u ( t )  be genera.t.ed via  output  linear feedback with 
time-invariant  feedback gains, i.e., 

~ ( t )  = -Fy(t) (4) 
or 

~ ( t )  = -FCx(t) (5) 

where F the feedback  gain matrix  is  to be determined. 
Under this constraint, the  system (1)  and (2) can  be 
rewritten a.s 

k(t) = [A - BFC]x(t). ( 6 )  

It should  be clear that F is rega.rded as t,he  control for the 
system (6). In  addition, x(t) is  given by 

x(t) = Q ( t , O ) x ( O )  (7) 

where @(t ,O)  is the  fundamental  transition  matrix for the 
system (7) a.nd 

@(t,O) = exp ([A - BFCIt). (8) 

Substituting (7) into  the performance  criterion (3) gives 

J = ~ ' ( 0 )  - Q,'(t,O) ( Q  + C'F'RFC)Q,(t,O) dt ~ ( 0 ) .  [: 1- 1 
(9) 

Equation (9) empha,sizes the dependence of the perform- 
ance  criterion on both F the  control  and x(0) the initial 
state.  In order to use  the performance  criterion to find an 
optimal  feedback  control F it is usually  necessary to 
eliminate this dependence an x(0). Rlathematically, a 
simple may to  eliminate the dependence on the  initial 
state is to  a,verage the performance  obtained  for a linearly 
independent  set of initial  states. This is equivalent to  
a,ssuming the  initial  state x(0) to be  a  random  variable 
uniformly distributed on the surface of the n-dimensional 
unit  sphere.  Then,  the expected  value J of the performa.nce 
criterionJ (9) is 

.. 1 "  J = - /  t r  [a'( t,O) ( Q  + C'F'RFC) Q, ( t ,O)  ] dt. (10) 2n ,, 

Authorized licensed use limited to: ETH BIBLIOTHEK ZURICH. Downloaded on April 21,2025 at 07:29:30 UTC from IEEE Xplore.  Restrictions apply. 

• coercive, locally smooth, 
& gradient dominated

𝐽 𝐾 is usually not convex

17

but for stabilizing 𝐾 is 
[plot: Watanabe & Zheng]

𝐽 𝐾 ≤ 𝐽∗ + 𝑐𝑜𝑛𝑠𝑡. ^ ∇𝐽 𝐾 :

𝐽 𝐾



Model-based policy gradient

Fact: For initial 𝐾) stabilizing & sufficiently 
small step size 𝜂, policy gradient descent 

𝐾! = 𝐾 − 𝜂 ∇𝐽 𝐾
converges linearly to 𝐾∗.          [M. Fazel et al. 2019]

Conceptual algorithm: model-based adaption via policy gradient

1. data collection: refresh (𝑋), 𝑈), 𝑋&)

2. identification of Q𝐵, P𝐴 via recursive LS
3. policy gradient: 𝐾* = 𝐾 − 𝜂 ∇𝐽 𝐾 using

estimates Q𝐵, P𝐴 & closed-loop Gramians Σ, 𝑃

actuate 
& repeat

18
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relative performance gap 𝜖 = 1 𝜖 = 0.1 𝜖 = 0.01
# trajectories (100 samples long) 1414 43850 142865

~ 𝟏𝟎𝟕 samples for 
4th order system

• issue: uncertainty propagation is hard in indirect case & outcome 
suffers from bias error (e.g. model-order in output feedback setup)

• model-free 0th order methods constructing two-point estimate 

_∇𝐽(𝐾) = 𝐽 𝐾 + 𝑟𝑈 − 𝐽 𝐾 − 𝑟𝑈 ⋅
𝑚𝑛
𝑟:

𝑈
from uniform perturbation 𝑈 & numerous + very long trajectories

• direct policy gradient is inefficient, episodic, & practically useless 
→ sample covariance parameterization to the rescue !

Direct (model-free) policy gradient methods

21



• sample covariances:  Λ = &
'
𝑈)
𝑋)

𝑈)
𝑋)

B
≻ 0 &    Λ* = &

'
𝑋&

𝑈)
𝑋)

B

• direct data-driven formulation by substituting  𝐴 + 𝐵𝐾 = Λ*V &   (⋆)

Sample covariance parametrization 

→ coordinate change ∀𝐾 ∃𝑉 s. t. 𝐾
𝐼 = Λ 𝑉 (⋆)

𝑋& = 𝐴𝑋) + 𝐵 𝑈)
𝑋) = 𝑥), … , 𝑥'C&
𝑈) = 𝑢), … , 𝑢'C&

𝑋& = 𝑥&, … , 𝑥'

• closed loop: 𝐴 + 𝐵𝐾 = 𝐵 𝐴 𝐾
𝐼 = 𝐵 𝐴 &

'
𝑈)
𝑋)

𝑈)
𝑋)

B
V =

1
𝑡 𝑋&

𝑈)
𝑋)

B
V

(leave out noise for 
sake of presentation)

= Λ*V

(due to PE)

22



Covariance parametrization of policy gradient

• covariance parameterization:  

substitute 𝐴 + 𝐵𝐾 = Λ*V with 

linear constraint  𝐾𝐼 = Λ 𝑉

• policy gradient in 𝑉-coordinates
• converges with min. samples
• in original coordinates

𝐾' = 𝐾 − 𝜂 𝑴𝒕 ∇𝐽 𝐾
where 𝑴𝒕 ≻ 0 depends on data

• natural gradient is coord-invariant

case study: random 4th order 
system & only 6 data samples

min
&,(≻*

𝑇𝑟 𝑄Σ) + 𝑇𝑟(𝐾!𝑅𝐾Σ

s. t. Σ = 𝐼 + 𝐴 + 𝐵𝐾 Σ 𝐴 + 𝐵𝐾 !

min
&,(≻*,6

𝑇𝑟 𝑄Σ) + 𝑇𝑟(𝐾!𝑅𝐾Σ

s. t. Σ = 𝐼 + Λ7𝑉 Σ Λ7𝑉 !

𝐾
𝐼 = Λ 𝑉

23
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Algorithmic road map

data
sample covariancemodel identification

indirect direct

Hewer 
algorithm

policy 
gradient

vanilla regularization

robust
gradient

… … …

regularizationvanilla

Newton metric

natural 
gradient

Newton metric

Fisher 
metric

Fisher 
metric
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gradient

to counter noise
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Short history of regularized data-driven LQR

25

𝐽 𝐾 + 𝜆 ⋅ regularizer Σ, 𝐾, Λ

incorporating prior, promoting robustness, or encouraging exploration



Few regularizers
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• robust:   𝑇𝑟 ΛC& 𝐾
𝐼 𝛴 𝐾

𝐼
#

→ effect: (𝑅, 𝑄) scaled by ΛC&

→ high cost for less explored (𝑢, 𝑥)
→ robust stability & performance

26

regret achieved by 
different methods

tby regularizing

• exploring:   − 𝑇𝑟 ΛC&𝛴

→ promotes directions with 
high empirical variance 

→ gives optimal exploration with
𝑡 regret without probing noise



CLOSED-LOOP 
STABILITY, 

OPTIMALITY & 
ROBUSTNESS

27



Policy gradient descent in closed loop

𝑥* = 𝐴𝑥 + 𝐵𝑢 + 𝑤

𝐾* = 𝐾 − 𝜂 ∇𝐽 𝐾

𝑥

𝐾𝑥

plant

control policy

𝑤

policy gradient descent

gradient of LQR cost as a function of 𝐾 or any 
of previous policy gradient descent methods

+

probing noise
or variance reg.

𝑢 = 𝐾𝑥

𝑒

Q: if each 𝐾' is stabilizing & 𝐽(𝐾') decreases, we 
surely get asymptotic stability & optimality ?

<latexit sha1_base64="Kj66Ui4xb5LWB3yTPwz9RwqrQDM="></latexit>

} A: system is time-
varying ... unclear 28

+ 𝑒



Information metric

• bounded noise covariance:  

&
'
𝑊)

𝑈)
𝑋)

B
≤ 𝛿': for some 𝛿' ≥ 0

• persistency of excitation due to probing:  𝜎 𝛬8 ≥ 𝛾': for some 𝛾' ≥ 0

• information metric  =  signal-to-noise ratio 𝑆𝑁𝑅' ≔ ⁄𝛾' 𝛿'

noise excitation SNR

Gaussian 𝛿" ∼ 𝑂(1/ 𝑡)
Constant  𝛾" ∼ 𝑂(1) 𝑆𝑁𝑅" ∼ 𝑂( 𝑡)

Decay 𝛾" ∼ 𝑂(𝑡#$/&) 𝑆𝑁𝑅" ∼ 𝑂(𝑡$/&)

satisfies Zames’ first 
monotonicity principle: 
information acquisition
= SNR increases

29



Certificate for any of the policy gradient methods

Theorem (simplified): There exist 𝜈D > 0, 𝑖 ∈ {1,2,3,4,5}, depending on 
𝐴, 𝐵, 𝑄, 𝑅, 𝐾) with 𝜈E < 1, so that,  if 𝑆𝑁𝑅' ≥ 𝜈& ∀𝑡 , 𝜂 ≤ 𝜈:, & for stable 𝐾)

1. the closed-loop system is stable in the sense that

|𝑥'| ≤ 𝜈F 1 −
𝜈E
2

'
|𝑥)| +

2𝜈F
𝜈E

max
)GDH'

|𝐵𝑒D +𝑤D| .

2. the policy converges to optimality in the sense that

𝐶 𝐾' − 𝐶∗ ≤ 1 −
𝜂
𝜈I

'
𝐶 𝐾'! − 𝐶∗ + 𝑂(𝑆𝑁𝑅'C&)

nominal exponential convergence bias due to noise

suff. large SNR & 
small step-size

stable 
initialization

30



Notes on stability & convergence statement
• assumptions: stable 𝐾) + large enough SNR + small enough 

step size to control learning rate & assure sequential stability

• convergence: nominal exponential + (decreasing) bias term 

→ Zames’ 2nd monotonicity principle: improving performance 

→ 𝑂 1/ 𝑡 for Gaussian noise & constant excitation

→ 𝑂 𝑡C&/E for Gaussian noise & diminishing excitation

• direct methods: 𝑆𝑁𝑅' ≥
KLMN'. O"
P O"

,  𝜂' ≤
KLMN'.
O"

,  & convergence rate 

depend on data-dependent matrix 𝑀' =
&
'#
𝑈)

𝑈)
𝑋)

B
Π 𝑈)

𝑋)
𝑈)#

<latexit sha1_base64="Kj66Ui4xb5LWB3yTPwz9RwqrQDM="></latexit>

} slightly worse
than optimal
known rates 
𝑂 1/𝑡 & 𝑂 1/ 𝑡

31
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Numerics: convergence to optimality
• case study [Dean et al. ‘19]: 

discrete-time system with
Gaussian noise 𝑤' ∈ 𝒩(0, 𝑖𝑑)

• policy gradient methods are 
more robust to noise versus 
sensitive one-shot method

• empirically observe tighter
optimality gap ~ 𝑂(𝑆𝑁𝑅C:)
than our certificate 𝑂(𝑆𝑁𝑅C&)

optimality gap: mean ± std

32



Some notable extensions

33

• technical but conceptually easy:
output setup, time-varying or non-
linear (fixed library) systems, LQI …

• hard: general SDP design beyond LQR 
→worst-case 𝐻% desing or constraints
→ no differentiability, explicit gradient …
→ requires entirely different approach

• novel online primal-dual SDP     
algorithm extending our adaptive 
method to general SDP objectives



Implementations

7

with gain matrix K = U0V , where ω > 0 is the regularization
coefficient. We refer to (27) as the regularized covariance
parameterization of the LQR problem.

To obtain an initial stabilizing policy for Algorithm 1, we
solve (27) with offline data (X0,t0 , U0,t0 , X1,t0).

E. Control gain update rate

Rapid changes in an adaptive control policy, Kt can po-
tentially induce oscillations and, in the worst case, render the
system unstable [41]. Moreover, the control policy at certain
time intervals may be significantly influenced by measurement
noise, meaning that updates could be driven more by noise
than by the actual system dynamics.

To address these potential issues, we propose updating
the DeePO control gain less frequently than the sampling
frequency. To regulate the update frequency, we introduce
the parameter ε, which determines the intervals at which the
controller in line 6 of Algorithm 1 is updated. For instance, if
ε = 1, the control gain is updated at every iteration, whereas
if ε = 100, the gain is updated every 100 iterations.

IV. SIMULATIONS AND EXPERIMENTS

In this section, we first provide details of the instrumented
bicycle used in the experiments. Next, we describe the sim-
ulation setup, followed by the results obtained from the
simulations. Finally, we present the details of the experiments
and the corresponding results.

A. Instrumented Bicycle

The bicycle we consider in experiments is a men’s model
of an electric bicycle, as shown in Fig. 4. The factory-
installed rear wheel motor and the battery mounted on the
main frame are used to drive the bicycle forward. The rear
wheel is controlled through a Phoenix Edge HV 60 AMP
Electronic Speed Controller (ESC), and the rear wheel velocity
is estimated using 12 evenly distributed magnets on the rear
wheel and a Hall sensor. A PI controller is manually tuned
to maintain an approximately constant forward velocity. An
Xsens MTi-7 GNSS/INS at the bottom bracket shell measures
the lean angle and rate.

Furthermore, a Dynamixel XH540-W270-T servo with a
cog belt is mounted on the bicycle’s main frame to control
the handlebar. The servo is controlled through a velocity
command, ut = ϑ̇t rad/s, using an integer between →167
and 167 with a resolution of approximately 0.024 rad/s per
unit. The control signal is saturated at ±4 rad/s. The control
algorithms are implemented, and the data is processed using
ROS2 Humble running on a Raspberry Pi 4b with Ubuntu
20.04. Finally, a radio controller (RC) lets the operator send
wireless commands to the RC receiver mounted on the bicycle.

B. Simulation setup

A CAD model of the instrumented bicycle was designed us-
ing SolidWorks. The CAD model is imported into MathWorks
Simscape and controlled through Simulink. The rear and front
wheels are connected to the mainframe through revolute joints,

3
4

5
6

7

8
1

2

Hardware

1 RC receiver 5 Bafang RM G040.250.DC
2 Raspberry Pi 4b 6 Xsens MTi-7
3 ESC 7 Batteries
4 Hall sensor 8 Dynamixel XH540-W270-T

Fig. 4. Instrumented bicycle used in the experiments.

where the rear joint is actuated and given a constant speed
corresponding to a forward velocity of 8 km/h. A third revolute
joint connects the steering axis to the bicycle’s mainframe
and is actuated through the control signal u(t) = ϑ̇(t). The
steering dynamics are modeled using an identified steering
step response matching procedure [6], from the control signal
u(t) to the steering rate ϑ̇(t) the resulting transfer function is:

H(s) =
100 + s

100
. (28)

The transfer function is placed in series with the bicycle model,
as shown in Fig. 5. The control signal is saturated at ±4
rad/s. The figure also highlights that the input signal, ut, is
composed of two parts. First, an inner loop control signal ui

t

from the FL controller with the parameters given in Table I,
and second, an outer control loop signal uo

t
which originates

from a persistently excited input uPE
t

= N (0,ϖPE) with
ϖPE = 0.2 rad/s when the switch is in position ϱ, and from
DeePO when the switch is in position ς. The lean angle, lean
rate, and steering angle measurements are induced with zero-
mean, normally distributed noise using ϖω = ϖε = 0.5 deg
and ϖω̇ = 0.5 deg/s. The forward velocity is set to a constant
value of 8 km/h.

The tracking error is used as the state vector, i.e., xe
t
= [φr

t
→

φt, φ̇r
t
→ φ̇t]→. The state variables and the persistently exciting

input signal are sampled at 100 Hz. The same execution rate
is used for DeePO and the FL controller, generating a new
control signal for the steering motor every 0.01 s.

An initial simulation is performed with the switch in Fig. 5
in position ϱ, and the bicycle tracks a lean angle reference
φr
t

= 0 and its derivative φ̇r
t

= 0 for 10 seconds. We
collect T = 200 samples of the acquired data to construct
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emissions. However, as a trade-off, the wing becomes more
flexible, with an anticipated tip deflection of 15%–20% of
the semi-span. Moreover, this increased flexibility makes the
wing more sensitive to atmospheric disturbances and more
prone to become unstable. Fig. 1 presents an illustration of
a flexible aircraft operating in disturbed flow. It also depicts a
realistic wind tunnel experiment setup, representing a scaled
and mirrored version of real-world conditions. The dynamics
of an aeroelastic wing under the excitation of atmospheric
disturbances can be modeled as
ẋ(t) = A

c(t)x(t) +B
c(t)u(t) +B

c
d(t)ωd(t) + wn(t),

y(t) = C
c(t)x(t) +D

c(t)u(t) +D
c
d(t)ωd(t) + vn(t),

(1)

where x(t) → Rn is the aeroelastic state vector. The vector
u(t) → Rm represents the control input. For the wing con-
sidered in this research, u(t) corresponds to the trailing-edge
control surfaces, which can actively deflect to manipulate local
aerodynamic loads. The vector ωd(t) → Rq represents the
unknown atmospheric disturbance. y(t) → R is the output
vector. wn(t) → Rn and vn(t) → R are process and mea-
surement noise, respectively, that are assumed to have zero
mean. The superscript (·)c indicates system dynamic matrices
in continuous time.

Fig. 1. Illustration of an aeroelastic aircraft subjects to unknown turbulence.

B. Control Objective and Challenges
From a physical perspective, the objective of the control de-

sign is to develop a strategy that optimally drives the trailing-
edge control surfaces to stabilize the system and mitigate load
variations caused by unknown atmospheric disturbances. This
objective can be formulated mathematically as follows:

min
u(t)

∫ →

0

(
↑y(t)↓ yref(t)↑

2 + ↑u(t)↑2
)

dt, (2)

where yref is the reference load vector in trim conditions
without disturbances. In the linear time-varying dynamic case,
yref is set to zero.

The following challenges are identified for this control task:
• Uncertain/Unknown Dynamics: The system dynamics

matrices A
c
, B

c
, C

c
, D

c
, B

c
d, D

c
d are uncertain. In partic-

ular, accurately modeling the dynamic influence matrices
of atmospheric disturbances, B

c
d and D

c
d, is especially

challenging. Assumptions must often be made about the
dimensionality and uniform distribution of disturbances,
which may differ in real-world conditions.

• Time-Varying Dynamics: The system dynamics matri-
ces A

c
, B

c
, C

c
, D

c
, B

c
d, D

c
d are also time-varying, with

their values changing under different operational condi-
tions, such as airspeed and altitude. Even temperature
impacts system dynamics through its influence on the
Reynolds number.

• Hard-to-Identify Dynamics: The influence matrices of
atmospheric disturbances, Bc

d and D
c
d, are not only dif-

ficult to model accurately but also challenging to iden-
tify. System identification typically requires knowledge
of both inputs and outputs. However, the dynamics of
atmospheric disturbances are typically stochastic, time-
varying, and difficult to be measured accurately.

• High Dimensionality: In theory, x(t) possesses infinite
dimensionality due to the infinite spectrum of structural
modes and aerodynamic vortices. However, in practice,
x(t) is often truncated to a finite dimension up to a cer-
tain aeroelastic frequency limit. Despite this truncation,
x(t) remains high-dimensional, imposing challenges on
computational efficiency and numerical stability.

• Unmeasurable States: x(t), coupled state vector of
structural modes and aerodynamic vortices is not directly
measurable. Consequently, the control algorithm must
rely exclusively on the input-output information.

• Real-time Implementation: The control algorithm
should be sufficiently computationally efficient to enable
real-time implementation on realistic hardware with lim-
ited processing power.

C. Problem Formulation
In light of these challenges, this paper proposes a data-

enabled policy optimization (DeePO) algorithm to directly and
adaptively stabilize and dampen the uncertain time-varying dy-
namics without requiring any prior knowledge of the dynamic
model or disturbances.

Since B
c
d and D

c
d are challenging to model or identify,

and the information of atmospheric disturbances are generally
unavailable for control design in real-time, the entirety of
the terms B

c
d(t)ωd(t) and D

c
d(t)ωd(t) are considered to be

completely unknown. Consequently, they are incorporated into
the process and measurement noise in (1) as

w(t) := B
c
d(t)ωd(t) + wn(t)

v(t) := D
c
d(t)ωd(t) + vn(t).

(3)

Consequently, for the purpose of control design, the
continuous-time state-space system in (1) can be discretized
via the bilinear transform as

xt+1 = Axt +But + wt,

yt = Cxt +Dut + vt,
(4)

where A,B,C,D are the corresponding dynamic matrices in
the discrete time. They are treated as completely unknown in
this research.

Considering the discrete-time system in (4), when yref is set
to zero in (2), we formulate the weighted quadratic cost as

lim sup
T↑→

E{wt}

[
1

T

T↓1∑

t=0

(
u
↔
t Rut + x

↔
t Qxt

)
]
, (5)
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Unified Aeroelastic Flutter and Loads Control via
Data-Enabled Policy Optimization

Xuerui Wang, Feiran Zhao, Andres Jürisson, Florian Dörfler, Roy S. Smith

Abstract—Ultra-efficient, high-aspect-ratio wings offer a

promising solution for reducing emissions in next-generation

aircraft. However, these designs are sensitive to atmospheric

disturbances and prone to instability. While active control

strategies can mitigate structural loads and stabilize the system,

their development is challenging due to the uncertain and time-

varying nature of aeroelastic systems. This paper addresses these

challenges with a direct, adaptive, data-driven approach. The

proposed data-enabled policy optimization algorithm leverages

sample covariance to directly learn and adapt control strategies

from a single batch of persistently exciting, closed-loop input-

output data. A forgetting factor mechanism enhances adaptability

to time-varying dynamics during operation. The algorithm is

explicit and recursive, requiring only a single step of projected

gradient descent per sample, improving computational effi-

ciency and enabling real-time application. Numerical simulations

demonstrate that the proposed algorithm effectively suppresses

unstable flutter, alleviates structural loads, adapts to dynamic

time variations, and minimizes control effort—all without re-

quiring prior knowledge of system dynamics or disturbances.

Index Terms—Aeroelastic System; direct data-driven control;

adaptive control; policy optimization; flutter suppression; gust

load alleviation.

I. INTRODUCTION

Disruptive new aircraft technologies are urgently required
by the European Commission to achieve climate neutrality by
2050. To meet this ambitious target, the next generation of
short- to medium-range aircraft must reduce net greenhouse
gas emissions by at least 30% [1]. This segment constitutes
the largest contributor to emissions in commercial air trans-
portation [1]. One promising strategy involves the development
of aircraft equipped with high-aspect-ratio wings constructed
from ultra-lightweight materials. This design offers significant
advantages, such as improved aerodynamic efficiency and
reduced weight. However, it intensifies the interplay between
aerodynamic forces and structural elastic dynamics, a phe-
nomenon known as aeroelasticity. Consequently, these wings
become more susceptible to atmospheric disturbances and
instability phenomena such as flutter [1], [2].

Manuscript received December 2024. (Corresponding author: Xuerui
Wang)

X. Wang is with the Faculty of Aerospace Engineering, Delft University of
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Active control techniques show significant potential for
stabilizing aeroelastic systems and reducing structural loads
caused by atmospheric disturbances [3], [4]. An appropriately
designed control algorithm can utilize distributed onboard
sensor data to actuate trailing-edge control surfaces along
the wings. This allows local aerodynamic pressures to be
manipulated, thereby alleviating loads and suppressing flutter
while minimizing control effort to conserve energy.

Achieving these objectives necessitates a comprehensive
understanding of the system’s dynamics, typically obtained
through mathematical modeling. However, the dynamics of an
aeroelastic aircraft operating in the transonic regime are inher-
ently complex: they are uncertain, nonlinear, time-varying, and
infinite-dimensional [1], [5]. The infinite dimensionality arises
from the continuous spectrum of structural vibration dynamics
and aerodynamic vortex effects.

Modeling these dynamics usually begins with first-
principles-based approaches to establish a model structure,
followed by parameter estimation using high-fidelity compu-
tational fluid dynamics (CFD) and computational structural
dynamics (CSD) simulations [5], [6]. Despite their accuracy,
these simulations rely on underlying assumptions and require
real-world data for validation and correction, typically sourced
from scaled wind tunnel experiments and flight tests. This
process is resource-intensive, and the integration of data
from diverse sources—often collected under varying condi-
tions—requires significant engineering expertise and iterative
refinement.

Despite these efforts, the resulting models are typically
nonlinear and high-dimensional. To facilitate real-time control
design, these models often undergo significant simplification
through order reduction and linearization [7], [8]. However,
such simplifications can compromise the stability and robust-
ness of the designed controller. While robust control methods
can manage model inaccuracies to some extent, they can
be overly conservative [9]. Moreover, conventional aircraft
control systems are typically designed using offline models.
This poses challenges, as aircraft operate in uncertain environ-
ments where factors such as icing, manufacturing tolerances,
buckling, structural maintenance, and unforeseen damage can
significantly alter their dynamics [10], [11]. Such variations
challenge the effectiveness of traditional offline model-based
control approaches.

Up to this point, it has been revealed that for complex
dynamic systems, the modeling process can be cumbersome,
while the resulting models often exhibit uncertainty and re-
quire substantial simplification to enable feasible controller
design, thereby creating significant gaps between the model

IEEE TRANSACTIONS ON CONTROL SYSTEMS TECHNOLOGY 1

An Adaptive Data-Enabled Policy Optimization
Approach for Autonomous Bicycle Control

Niklas Persson, Student member, IEEE, Feiran Zhao, Mojtaba Kaheni, Senior Member, IEEE, Florian Dörfler,
Senior Member, IEEE, Alessandro V. Papadopoulos, Senior Member, IEEE

Abstract—This paper presents a unified control framework
that integrates a Feedback Linearization (FL) controller in
the inner loop with an adaptive Data-Enabled Policy Opti-
mization (DeePO) controller in the outer loop to balance an
autonomous bicycle. While the FL controller stabilizes and
partially linearizes the inherently unstable and nonlinear system,
its performance can be compromised by unmodeled dynamics
and time-varying characteristics. To overcome these limitations,
the DeePO controller is introduced to enhance adaptability and
robustness. The initial control policy of DeePO is obtained from
a finite set of offline, persistently exciting input and state data.
To improve stability and compensate for system nonlinearities
and disturbances, a robustness-promoting regularizer refines the
initial policy, while the adaptive section of the DeePO framework
is enhanced with a forgetting factor to improve adaptation to
time-varying dynamics. The proposed DeePO+FL approach is
evaluated through simulations and real-world experiments on
an instrumented autonomous bicycle. Results demonstrate its
superiority over the FL-only approach, achieving more precise
tracking of the reference lean angle and lean rate.

Index Terms—Adaptive control, policy optimization, direct
data-driven control, balance control, autonomous bicycle.

I. INTRODUCTION

AN autonomous bicycle is typically referred to as bicycles
equipped with electric motors, sensors, algorithms, and

control systems that allow the bicycle to navigate and operate
without human intervention. Autonomous bicycles are an
exciting area of research and development with numerous po-
tential applications that can improve transportation, safety, and
efficiency. In bicycle-sharing systems, autonomous bicycles
can enhance the user experience by autonomously traveling
to a person who has requested one, eliminating the need
for individuals to walk towards the bicycle [1]. Additionally,
autonomous bicycles can streamline fleet management by en-
abling bicycles to autonomously navigate to charging stations
for recharging. This eliminates the need for operators to man-
ually collect, load, and transport bicycles to charging stations,
making the process more efficient. Similar applications of the
self-balancing feature of autonomous bicycles include steering
assistants for individuals with limited physical capabilities [2],
among others.
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Another notable application of autonomous bicycles is
their ability to replace conventional bicycles in test tracks
for evaluating the performance of various autonomous safety
features in vehicles. Bicycles are often forced to share road
segments with other motorized vehicles, which places cyclists
at a higher risk of injuries [3]. One way to reduce the risk is
to use autonomous emergency braking (AEB) and autonomous
emergency steering (AES) systems in motorized vehicles. The
sensors in the vehicles detect and classify vulnerable road
users (VRUs), including pedestrians and cyclists, and brakes
or steers to avoid a collision. When the AEB and AES systems
are evaluated by organizations like EuroNCAP on test tracks
a bicycle target, placed on a moving platform, is utilized 1.
Since the target is mounted on the platform, its movements
are also constrained by the linear motion of the platform. An
autonomous bicycle, which can better represent the maneuvers
and sometimes unpredictable behavior of a cyclist, would
enhance the testing area, thereby improving the reliability of
safety tests in vehicles.

A bicycle is a nonlinear system that becomes self-stabilized
at sufficient forward speed but remains unstable at lower
velocities [4]. A human rider can employ three different
control actions to maintain bicycle stability: adjusting the
forward velocity, steering, and shifting their center of gravity
to control the lean angle. At fixed speeds, similar to human
control of a bicycle, an autonomous bicycle can be balanced
either by regulating the steering angle [5]–[7], or by directly
controlling the lean angle [8], [9]. However, the latter approach
requires mounting a flywheel or a moving mass on the bicycle,
significantly altering its appearance, which may be undesirable
for certain applications, i.e., at test tracks of safety features of
vehicles, where it is important that the autonomous bicycle
resembles an ordinary bicycle. In addition, as revealed by
Kooijman et al. [10] and later confirmed by Moore et al. [11],
controlling the lean angle has only a minor effect on balance
at typical riding velocities. Therefore, in this paper, we focus
on balancing the bicycle through steering control. Similar to
human control at relatively high speeds, the bicycle should
be steered in the direction of the fall, i.e., if it leans to the
right, it has to be steered to the right. Moreover, balancing the
bicycle through steering control offers a more energy-efficient
alternative compared to flywheels or a moving mass [12].

A wide range of control approaches have been proposed for
balancing autonomous bicycles based on the simple principle

1https://www.euroncap.com/en/vehicle-safety/the-ratings-
explained/vulnerable-road-user-vru-protection/aeb-cyclist/

Direct Adaptive Control of Grid-Connected Power Converters via
Output-Feedback Data-Enabled Policy Optimization

Feiran Zhao, Ruohan Leng, Linbin Huang, Huanhai Xin, Keyou You, Florian Dörfler

Abstract— Power electronic converters are becoming the
main components of modern power systems due to the in-
creasing integration of renewable energy sources. However,
power converters may become unstable when interacting with
the complex and time-varying power grid. In this paper, we
propose an adaptive data-driven control method to stabilize
power converters by using only online input-output data.
Our contributions are threefold. First, we reformulate the
output-feedback control problem as a state-feedback linear
quadratic regulator (LQR) problem with a controllable non-
minimal state, which can be constructed from past input-output
signals. Second, we propose a data-enabled policy optimization
(DeePO) method for this non-minimal realization to achieve
efficient output-feedback adaptive control. Third, we use high-
fidelity simulations to verify that the output-feedback DeePO
can effectively stabilize grid-connected power converters and
quickly adapt to the changes in the power grid.

I. INTRODUCTION

Modern power systems feature a large-scale integration of
power electronic converters, as they act as interfaces between
the AC power grid and renewable energy sources, high-
voltage DC (HVDC) systems, energy storage systems, and
electric vehicles [1]. The large-scale integration of converters
is fundamentally changing the power system dynamics, as
they are significantly different from traditional synchronous
generators (SGs). Usually, multiple nested control loops,
based on fixed-parameter PI regulators, are needed in con-
verters to achieve voltage, current, and power regulations.
Under these control loops, power converters exhibit com-
plicated interaction with the power grid and may easily
tend to be unstable due to unforeseen grid conditions [2]–
[4]. Such instability issues have been widely observed in
practice [5], which poses challenges to the secure operation
of modern power systems and impedes further integration of
renewables.

The instability in converter systems is caused by the
closed-loop interaction between the converter and the com-
plex power grid, which often occurs when the converter’s
control strategy does not fit into the grid characteristics [6],
[7]. Hence, the control design of converters should take into
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account the power grid dynamics for the sake of stability.
However, the power grid is unknown, nonlinear, and time-
varying from the perspective of a converter. Moreover, the
grid structure and parameters are difficult to obtain in real
time. Hence, it is nearly impossible to establish an exact
dynamical model of a power grid for the control design
of converters. As a remedy, engineers often use an overly
simplified model for the power grid (e.g., an infinite bus)
and tune the controller based on engineering experience and
iterative trial-and-error approaches, which can be expensive,
time-consuming, and lacking stability guarantees due to the
model mismatch. While existing robust control methods can
be used to handle the model mismatch [8], [9], they usually
lead to conservative controllers when large changes appear
in the power grid (e.g., tripping of transmission lines or even
HVDC stations). Ideally, the controller of converters should
be adaptive, i.e., it is able to perceive and quickly adapt to
changes in the power grid by using online data.

Recently, there has been a renewed interest in direct

data-driven control, which bypasses the system identification
(SysID) step and learns the controller directly from a batch
of persistently exciting data [10]–[19]. This approach is end-
to-end, easy to implement, and has seen many successful
applications [20]–[22]. Following this line, our previous
work proposes a direct data-driven linear quadratic regulator
(LQR) method [23], [24]. It is adaptive in the sense that the
control performance is improved in real time by using online
closed-loop data. We call this method Data-enabled Policy
Optimization (DeePO), where the policy is parameterized
with sample covariance of input-state data and updated using
gradient methods. DeePO is computationally efficient, meets
provable stability and convergence guarantees for linear time-
invariant systems, and has successful real-world applications
[25]. However, the DeePO method [24] works only on the
state-feedback control problem, which is not the case for the
power converter system.

In this paper, we propose an output-feedback DeePO
method to mitigate oscillations in power converter systems.
To this end, we first reformulate the output-feedback control
problem as a state-feedback LQR problem with a controllable
non-minimal state, which can be constructed from input-
output signals. This is achieved by the state reduction
method in [26]. Then, we apply DeePO to this control-
lable non-minimal realization to achieve output-feedback
adaptive control. Finally, we apply the output-feedback
DeePO algorithm to stabilize power converter and direct-
drive wind generator systems, both of which are unknown,
state-unmeasurable, and encounter sudden change of dy-
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with gain matrix K = U0V , where ω > 0 is the regularization
coefficient. We refer to (27) as the regularized covariance
parameterization of the LQR problem.

To obtain an initial stabilizing policy for Algorithm 1, we
solve (27) with offline data (X0,t0 , U0,t0 , X1,t0).

E. Control gain update rate

Rapid changes in an adaptive control policy, Kt can po-
tentially induce oscillations and, in the worst case, render the
system unstable [41]. Moreover, the control policy at certain
time intervals may be significantly influenced by measurement
noise, meaning that updates could be driven more by noise
than by the actual system dynamics.

To address these potential issues, we propose updating
the DeePO control gain less frequently than the sampling
frequency. To regulate the update frequency, we introduce
the parameter ε, which determines the intervals at which the
controller in line 6 of Algorithm 1 is updated. For instance, if
ε = 1, the control gain is updated at every iteration, whereas
if ε = 100, the gain is updated every 100 iterations.

IV. SIMULATIONS AND EXPERIMENTS

In this section, we first provide details of the instrumented
bicycle used in the experiments. Next, we describe the sim-
ulation setup, followed by the results obtained from the
simulations. Finally, we present the details of the experiments
and the corresponding results.

A. Instrumented Bicycle

The bicycle we consider in experiments is a men’s model
of an electric bicycle, as shown in Fig. 4. The factory-
installed rear wheel motor and the battery mounted on the
main frame are used to drive the bicycle forward. The rear
wheel is controlled through a Phoenix Edge HV 60 AMP
Electronic Speed Controller (ESC), and the rear wheel velocity
is estimated using 12 evenly distributed magnets on the rear
wheel and a Hall sensor. A PI controller is manually tuned
to maintain an approximately constant forward velocity. An
Xsens MTi-7 GNSS/INS at the bottom bracket shell measures
the lean angle and rate.

Furthermore, a Dynamixel XH540-W270-T servo with a
cog belt is mounted on the bicycle’s main frame to control
the handlebar. The servo is controlled through a velocity
command, ut = ϑ̇t rad/s, using an integer between →167
and 167 with a resolution of approximately 0.024 rad/s per
unit. The control signal is saturated at ±4 rad/s. The control
algorithms are implemented, and the data is processed using
ROS2 Humble running on a Raspberry Pi 4b with Ubuntu
20.04. Finally, a radio controller (RC) lets the operator send
wireless commands to the RC receiver mounted on the bicycle.

B. Simulation setup

A CAD model of the instrumented bicycle was designed us-
ing SolidWorks. The CAD model is imported into MathWorks
Simscape and controlled through Simulink. The rear and front
wheels are connected to the mainframe through revolute joints,

3
4
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1

2

Hardware

1 RC receiver 5 Bafang RM G040.250.DC
2 Raspberry Pi 4b 6 Xsens MTi-7
3 ESC 7 Batteries
4 Hall sensor 8 Dynamixel XH540-W270-T

Fig. 4. Instrumented bicycle used in the experiments.

where the rear joint is actuated and given a constant speed
corresponding to a forward velocity of 8 km/h. A third revolute
joint connects the steering axis to the bicycle’s mainframe
and is actuated through the control signal u(t) = ϑ̇(t). The
steering dynamics are modeled using an identified steering
step response matching procedure [6], from the control signal
u(t) to the steering rate ϑ̇(t) the resulting transfer function is:

H(s) =
100 + s

100
. (28)

The transfer function is placed in series with the bicycle model,
as shown in Fig. 5. The control signal is saturated at ±4
rad/s. The figure also highlights that the input signal, ut, is
composed of two parts. First, an inner loop control signal ui

t

from the FL controller with the parameters given in Table I,
and second, an outer control loop signal uo

t
which originates

from a persistently excited input uPE
t

= N (0,ϖPE) with
ϖPE = 0.2 rad/s when the switch is in position ϱ, and from
DeePO when the switch is in position ς. The lean angle, lean
rate, and steering angle measurements are induced with zero-
mean, normally distributed noise using ϖω = ϖε = 0.5 deg
and ϖω̇ = 0.5 deg/s. The forward velocity is set to a constant
value of 8 km/h.

The tracking error is used as the state vector, i.e., xe
t
= [φr

t
→

φt, φ̇r
t
→ φ̇t]→. The state variables and the persistently exciting

input signal are sampled at 100 Hz. The same execution rate
is used for DeePO and the FL controller, generating a new
control signal for the steering motor every 0.01 s.

An initial simulation is performed with the switch in Fig. 5
in position ϱ, and the bicycle tracks a lean angle reference
φr
t

= 0 and its derivative φ̇r
t

= 0 for 10 seconds. We
collect T = 200 samples of the acquired data to construct
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LQR through the Lens of First Order Methods:

Discrete-time Case

Jingjing Bu, Afshin Mesbahi, Maryam Fazel, and Mehran Mesbahi∗

July 19, 2019

Abstract

We consider the Linear-Quadratic-Regulator (LQR) problem in terms of optimizing a real-

valued matrix function over the set of feedback gains. Such a setup facilitates examining the

implications of a natural initial-state independent formulation of LQR in designing first order

algorithms. It is shown that this cost function is smooth and coercive, and provide an alternate

means of noting its gradient dominated property. In the process, we provide a number of ana-

lytic observations on the LQR cost when directly analyzed in terms of the feedback gain. We

then examine three types of well-posed flows for LQR: gradient flow, natural gradient flow and

the quasi-Newton flow. The coercive property suggests that these flows admit unique solutions

while gradient dominated property indicates that the corresponding Lyapunov functionals decay

at an exponential rate; we also prove that these flows are exponentially stable in the sense of

Lyapunov. We then discuss the forward Euler discretization of these flows, realized as gradient

descent, natural gradient descent and the quasi-Newton iteration. We present stepsize criteria

for gradient descent and natural gradient descent, guaranteeing that both algorithms converge

linearly to the global optima. An optimal stepsize for the quasi-Newton iteration is also pro-

posed, guaranteeing a Q-quadratic convergence rate–and in the meantime–recovering the Hewer

algorithm. We then examine LQR state feedback synthesis with a sparsity pattern. In this case,

we develop the necessary formalism and insights for projected gradient descent, allowing us to

guarantee a sublinear rate of convergence to a first-order stationary point.

Keywords: Linear quadratic regulators; first order methods; distributed control

1 Introduction

Linear-quadratic-regulator (LQR) has been one of the cornerstones of control theory since Kalman’s
original work in the 1960s. LQR is formulated around an optimization problem for determining a
sequence of (control) inputs to a linear system in order to minimize a given (integral) quadratic
cost over an infinite horizon.1 From the theoretical point of view, a fundamental property of LQR
synthesis is that the resulting optimal input is in the form of a state feedback; as such, it can be
represented as a constant feedback gain on the state of the system [1,2]. The state feedback gain that
“solves” the infinite-horizon LQR problem, in turn, can be obtained by solving the algebraic Riccati
equation (ARE). That is, in the traditional approach to LQR design, the state feedback gain is
revealed after obtaining the “certificate” or “cost-to-go” for the underlying optimal control problem.2

∗The authors are with the University of Washington, Seattle; Emails:{bu+amesbahi+mfazel+mesbahi}@uw.edu
1We shall not delve into the finite-horizon LQR in this paper.
2The analogy here would be solving the dual, followed by the recovery of the primal solution.
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Pre-scaled policy gradient 

𝐾* = 𝐾 − 𝜂 𝑴(𝑲) ∇𝐽 𝐾

Fact: this equals Hewer’s algorithm:
policy evaluation ⇆ improvement

→Natural policy gradient method: 
𝑴 𝐾 is inverse Fisher information

−∇𝐽 𝐾 ≈ steepest 
descent in
Euclidean
metric 

−𝑴 𝐾 ∇𝐽 𝐾
≈ descent 
in direction
with large
variance

Fact: 𝑴 𝐾 ∇𝐽 𝐾 = ∇𝐽 𝐾 ΣC& is easy to evaluate 

→Gauss-Newton: 𝑴(𝑲) cheaply 
approximates inverse Hessian ∇:𝐽 𝐾

43



Certificate for any of the policy gradient methods

Theorem (simplified): There exist 𝜈D > 0, 𝑖 ∈ {1,2,3,4,5}, depending on 
𝐴, 𝐵, 𝑄, 𝑅, 𝐾) with 𝜈E < 1, so that,  if 𝑆𝑁𝑅' ≥ 𝜈& ∀𝑡 , 𝜂 ≤ 𝜈:, & for stable 𝐾)

1. the closed-loop system is stable in the sense that

|𝑥'| ≤ 𝜈F 1 −
𝜈E
2

'
|𝑥)| +

2𝜈F
𝜈E

max
)GDH'

|𝐵𝑒D +𝑤D| .

2. the policy converges to optimality in the sense that

𝐶 𝐾' − 𝐶∗ ≤ 1 −
𝜂
𝜈I

'
𝐶 𝐾'! − 𝐶∗ + 𝑂(𝑆𝑁𝑅'C&)

nominal exponential convergence bias due to noise

suff. large SNR & 
small step-size

stable 
initialization
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Notes on stability & convergence statement
• assumptions: stable 𝐾) + large enough SNR + small enough 

step size to control learning rate & assure sequential stability

• convergence: nominal exponential + (decreasing) bias term 

→ Zames’ 2nd monotonicity principle: improving performance 

→ 𝑂 1/ 𝑡 for Gaussian noise & constant excitation

→ 𝑂 𝑡C&/E for Gaussian noise & diminishing excitation

• direct methods: 𝑆𝑁𝑅' ≥
KLMN'. O"
P O"

,  𝜂' ≤
KLMN'.
O"

,  & convergence rate 

depend on data-dependent matrix 𝑀' =
&
'#
𝑈)

𝑈)
𝑋)

B
Π 𝑈)

𝑋)
𝑈)#

<latexit sha1_base64="Kj66Ui4xb5LWB3yTPwz9RwqrQDM="></latexit>

} slightly worse
than optimal
known rates 
𝑂 1/𝑡 & 𝑂 1/ 𝑡
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Notes on stability & convergence statement

• all results also hold in regularized setting under proper choice of 
regularization coefficient 𝜆' ≤ 𝑂 (𝛾' 𝛿') (const. for bounded noise)

• Indirect Gauss-Newton method = adaptive version of Hewer’s 
algorithm, which needs additionally 𝐾) sufficiently close to 𝐾∗

Algorithm: adaptive Hewer’s algorithm

1. data collection: refresh (𝑋), 𝑈), 𝑋&)

2. identification of Q𝐵, P𝐴 via recursive LS

3. policy evaluation: 𝑃* = Lyapynov ( Q𝐵, P𝐴, 𝐾)
4. policy improvement: 𝐾* = … C&𝑃* Q𝐵 P𝐴

actuate 
& repeat
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Numerics: mean ± std  of closed-loop realized cost

data set #1
(quality data)

data set #2
(poor data)

→ all converge with a bias, but one-shot & Gauss-Newton less robust
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Numerics: computational efficiency

→ all policy gradient methods significantly outperform   
one-shot-based method in computational effort

state dimension

directone-shot
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